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Abstract

Generative Al has shifted, within roughly three years, from a free consumer novelty to a metered utility
billed in tokens, credits, and subscription tiers. This report examines four linked economic questions:
why credit-based pricing confuses the people paying for it; whether metered, subscription-funded Al
risks widening a new digital divide; why Al providers cannot simply replicate Google Search's decades-
old free, advertising-funded model; and what emerging revenue structures — advertising, agentic
commerce, outcome-based pricing, and continued infrastructure efficiency — might narrow the gap
between what Al costs to run and what people can afford to pay for it.

The core finding is a structural asymmetry. Search's marginal cost per query is close to zero because the
expensive work — crawling and indexing the web — is a fixed cost amortized across billions of queries.
Generating an Al answer, by contrast, consumes fresh compute on every single request, and that
marginal cost, while falling quickly, remains materially higher than serving a search results page. This
asymmetry explains both the confusion in Al billing (vendors are metering a cost structure users have
never had to reason about before) and the difficulty of funding Al purely through advertising the way
search has been funded for two decades. At the same time, inference costs are falling faster than almost
any other technology cost curve on record, which cuts against the fear of a permanent Al affordability
gap even as near-term access concerns remain legitimate.



1. Introduction

Artificial intelligence has moved, in barely three years, from a novelty accessed through a single free
chat window to a metered utility billed in tokens, credits, and subscription tiers. For much of that period
the headline story was capability — what models could do. Increasingly, the headline story is economics:
what using them costs, who pays, and who risks being priced out.

This report examines four linked questions that together define the emerging economics of consumer
and enterprise Al: (1) why credit-based pricing confuses the people paying for it and how they can
budget around it; (2) whether the shift toward metered, subscription-funded Al threatens to create a
new digital divide, and whether that outcome is a fair proposition; (3) why Al providers cannot simply
replicate Google Search's decades-old free, advertising-funded model; and (4) what revenue models —
advertising, agentic commerce, outcome-based pricing, and continued infrastructure efficiency gains —
might narrow the gap between what Al costs to run and what people can afford to pay for it.

The analysis draws on trade and financial reporting, vendor pricing documentation, and peer-reviewed
and working-paper research on platform economics and digital inclusion published through mid-2026.
Figures describing the revenue of privately held Al labs — particularly OpenAl and Anthropic — are
third-party analyst estimates rather than audited disclosures, since neither company publishes full
financial statements. They are presented with that caveat throughout and should be read as directional
rather than precise.

2. The Credit-Based Pricing Problem: Why Al Billing Confuses Users

Most consumer and developer-facing Al products meter usage in one of two units — tokens or credits —
and both are sources of confusion, for different reasons.

2.1 The token problem

A token is not a word, a character, or any unit a typical buyer has previously encountered. It is roughly
four characters of text, but that ratio shifts by model and by language, and input tokens, output tokens,
and cached tokens are frequently priced at different rates within the same product [*'. The natural
reaction of a buyer confronted with an invoice line reading “tokens consumed” is to ask what a token
actually is — and the honest answer is that it is a unit defined by the party doing the billing, for reasons
that have little to do with the work the customer experienced .

2.2 The credit problem

Credits were meant to abstract this complexity away, and for some products they do. But “credit”
carries no fixed meaning across the industry: no standards body defines it, so a plan advertised as “500
credits” can buy dramatically different amounts of real work from one vendor to the next . Policies
also diverge on whether unused credits carry over — GitHub Copilot, Google's consumer Al plans, and



Figma all forfeit unused monthly allowances, while separately purchased top-up credits often persist
longer, on vendor-specific terms that change over time 2.

2.3 Usage concentration and the hidden governance tax

A subtler source of confusion is usage concentration. Al consumption inside an organization, or even a
household, is rarely even: a small share of heavy users typically accounts for a disproportionate share of
total token or credit consumption — the same pattern long observed in other metered software
categories . Vendors frame this as expansion revenue (“heavy users just buy more credits”), but from
the buyer's side it produces an unbudgeted spike, and the practical response inside most organizations
is not to purchase more capacity but to build an internal governance layer — usage dashboards, spend
alerts, and approval workflows — that taxes the product with new administrative overhead &',

2.4 What buyers actually prefer

Buyers appear to sense this friction and choose alternatives when offered one. In a survey of fifty
technical Al buyers conducted by venture firm Andreessen Horowitz, twenty-seven preferred pricing
structured around a recognizable unit of completed work over pricing metered in raw credits or tokens,

4l Separately, researchers studying how healthcare

against fourteen who preferred token-based pricing
organizations evaluate Al purchasing found that a majority of decision-makers rejected token- or API-
call-based pricing outright as poorly aligned with how their organizations budget and plan ©*!. The
emerging view among pricing researchers is that a credit functions as a private currency the vendor
controls, not a fixed unit of value — and that the confusion it produces is a trust problem as much as an

accounting one 1,

3. Budgeting Al Usage: A Practical Framework

Because no external standard governs how vendors define tokens or credits, effective budgeting has to
happen on the buyer's side. Five practices recur across vendor and buyer-side guidance:

e Cap spend at the account level, not the task level. Hard usage or spend alerts catch runaway
consumption before it becomes an invoice surprise; estimating token counts in advance is rarely
reliable P!,

e Favor pricing tied to recognizable units of work. Products priced per completed action (a
document processed, a ticket resolved) are easier to forecast than raw token meters, and
buyers consistently rate them as more trustworthy .

® Route by task complexity. Reasoning-enabled modes can consume dramatically more tokens
than standard responses — in documented cases a 50-token query has ballooned to more than
30,000 tokens under aggressive reasoning settings — so reserving premium modes for tasks that
require them is one of the highest-leverage cost controls available to a buyer ',



e Use providers with caching-aware pricing. Prompt or semantic caching, which reuses
computation for repeated or similar queries, is now offered at a meaningful discount by most

major providers and can cut repeat-query costs sharply 7).

e Treat “unlimited” tiers skeptically. Reporting on real subscription economics has found that a
$20-per-month subscriber can generate $18-525 of underlying inference cost during heavy
usage — a sign that generous flat-rate tiers may be repriced or throttled as usage patterns
mature [©,

4. Cost-Reduction Strategies at the Model and Infrastructure Level

Much of the pressure on Al pricing is being absorbed upstream, inside the infrastructure that serves
each request, before it ever reaches a customer's invoice. Four techniques dominate current practice:

e Quantization. Reducing the numerical precision of a model's weights (for example from 16-bit
to 8-bit or 4-bit) typically cuts memory use and compute cost by roughly 60—70%, with quality
loss that is often acceptable outside the most complex reasoning tasks ©.

e Knowledge distillation. Training a smaller “student” model to replicate a larger “teacher”
model's behavior can cut GPU requirements by 4—8x for tasks that do not require frontier-level
capability ©'.

e Semantic caching. Reusing answers to semantically similar past queries, rather than
recomputing them, has been documented to reduce effective inference volume by roughly 47%
in one production reviewer-pipeline study, and vendors report cost reductions of up to 90% for
workloads with high query repetition [ [11],

® Smart routing across model tiers. Sending simple requests to small, cheap models and reserving
large models for complex ones can blend a $0.10-per-million-token model and a $3-per-million-
token model into an effective $0.97-per-million-token average — far below using the expensive
model for everything [,

The combined effect shows up directly in list prices. Figure 1 traces publicly listed API prices for a
representative flagship model and a representative budget-tier model from 2023 through 2026.



The Collapse of LLM Inference Pricing, 2023-2026
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provider and workload.

Figure 1. Flagship and budget-tier LLM API prices, USD per million input tokens (log scale), 2023—-2026.

Frontier-model pricing has fallen roughly twelvefold since March 2023 on a per-token basis, and budget-
tier pricing considerably further — a decline researchers have described as faster than PC compute
prices fell during the microprocessor revolution or bandwidth prices fell during the dotcom boom ™2,
The important caveat is that per-task cost has not fallen as fast as per-token cost: agentic workflows that
chain many model calls together to complete a single task can turn a cheap per-token price into an

expensive per-task price, a dynamic examined further in Section 9 %/,

5. The Affordability Debate: Al, the Digital Divide, and Equity of Access

If Al increasingly functions as a productivity and educational multiplier, and access to its most capable
tiers remains metered and paywalled, does that create a new axis of inequality — and is that outcome
fair? The research literature and industry evidence point in two directions at once.

5.1 The case for concern

Education researchers are increasingly documenting an “Al divide” distinct from earlier internet-access
gaps. Work on higher education in Norway finds that new digital divides can emerge even among
students with equal technical access, because success with Al tools requires Al literacy, critical thinking,
and precise instruction-writing skills that are not evenly distributed — divides that appear not only
between groups of students but between academic disciplines **. A parallel review of higher-education
equity frames this explicitly as a “new digital divide,” distinct in kind from older connectivity gaps *°..
Broader digital-inclusion research treats affordability as one of three foundational barriers, alongside
connectivity and basic skills, that determine whether a population can benefit from Al-driven services at



all . Development-focused literature echoes the same concern at a global scale, framing compute,
data, and skills as three separate gaps that compound to produce an “Al divide” between and within

countries (1711181,

5.2 The case against alarm

Set against this is an unusually favorable cost trajectory. Comparable model performance to GPT-4 fell
from roughly $20 per million tokens in late 2022 to well under S1 per million tokens by early 2026 — a
decline researchers describe as faster than any prior computing technology's cost curve 2. Unlike
electricity, transportation, or housing, Al capability that is unaffordable today has, so far, tended to
become cheap or free within twelve to twenty-four months. Public and multilateral investment is also
actively narrowing the access gap on the supply side: initiatives such as the India Al Mission, the
European Union's EuroHPC Al Factories, and the United States' National Al Research Resource provide
subsidized compute, data, and model access specifically to reduce the compute, data, and talent gaps
that drive an Al divide for smaller firms, researchers, and public institutions ',

5.3 Is it a fair proposition?

Reasonable observers disagree, and the disagreement tracks a real empirical uncertainty rather than a
simple values gap. Those who view metered Al access as broadly fair point to precedent: software,
connectivity, and computing power have always been sold, prices for genuinely new capability have
historically fallen quickly once competition arrives, and free or heavily discounted tiers already exist for
most mainstream Al products. Those who view it as a legitimate equity concern point out that earlier
technologies did not arrive with a public-good analogue — public libraries, for instance, made earlier
information technologies freely accessible in a way no comparable institution yet does for frontier Al
capability — and that even a temporary access gap can compound into a lasting outcome gap if it
coincides with a formative period in education or early-career skill-building *'. Both positions can be
true simultaneously: the near-term access gap is real, and the long-run cost trajectory is unusually
favorable by historical standards. The fairness question, on the evidence available in mid-2026, is best
understood as a question about the length and severity of a transition period, rather than a verdict on a
permanent state.

6. Why Al Cannot Simply Replicate Google Search's Free Model

A recurring question is why Al providers do not simply fund consumer access through advertising the
way Google has funded free search for two decades. The answer is rooted in marginal cost and market
structure, not merely strategic choice.

6.1 Marginal cost: retrieval versus generation
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A search query mostly retrieves from a pre-built index; the expensive work — crawling and indexing the
web — is a fixed cost amortized across billions of queries, so each additional query costs a fraction of a
cent to serve. Generating an Al answer, by contrast, computes fresh output on every request. One
widely cited cost model estimated ChatGPT's per-query inference cost at roughly $0.0036 (0.36 cents)
against Google's roughly $0.0161 (1.61 cents) of ad revenue earned per search query on a 2022 basis,
and calculated that force-fitting LLM-generated answers into every Google search would have erased on
the order of $36 billion in annual operating income 2%, Even Al providers that price search-grounded
answers directly charge accordingly: Google's own “Grounding with Google Search” API feature is listed
at $35 per 1,000 queries — roughly ten times the ad revenue Google earns per ordinary search query —
far above what a plain web search costs anyone to serve 12,

Search Is Cheap to Serve; Generating an Answer Is Not

Gemini API
“Grounding with Google Search”
(cost per grounded query)

3.5¢

ChatGPT

(estimated inference cost per query) 0:36¢
Google Search 1.61¢
(ad revenue per query, 2022 basis)
0.0 0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0

US cents per query
Source: SemiAnalysis inference-cost modelling (2022 basis) and Google Gemini API pricing documentation, via snellman.net (2025) cost comparison.

Figure 2. Estimated cost or revenue per query: search versus generative Al (2022 cost basis; Gemini grounding price as
listed in provider documentation).

6.2 A structurally smaller ad canvas

Search economics also depend on how much paid inventory a single query can support. Academic work
studying online search advertising has found genuine two-sidedness in the market — advertisers' bid
prices are demonstrably affected by the volume of users on the platform — which is the defining feature
of a two-sided market and the reason a search results page can profitably display several competing
paid links alongside organic results %2/, An Al chat answer collapses ten blue links into a single
synthesized response, leaving far less surface area to sell advertising against, at the same time that the
underlying cost of producing that single answer is higher, not lower, than serving a results page 23 24,

6.3 The reasoning-token cost paradox
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The gap has arguably widened rather than narrowed as models have grown more capable. Per-token
prices have fallen roughly tenfold on an annual basis, but token consumption per query has risen even
faster for reasoning-enabled workloads — in documented cases, a 50-token query has expanded to
more than 30,000 tokens when aggressive reasoning is enabled, and some reasoning models have been
observed consuming over 600 tokens to produce just two words of visible output. Industry analysts have
termed this the “LLM cost paradox”: per-token pricing collapsed by roughly 10x, while consumption for

certain workloads rose by roughly 100x, leaving unit economics for flat-rate consumer plans under real

strain [,

7. Comparative Analysis: Search Engine vs. Al Agentic Revenue Models

Table 1 summarizes the structural differences between the advertising-funded search model and the

emerging Al agentic-application model across the dimensions most relevant to monetization.

Dimension

Primary revenue

Search Engines (Google-style)

Keyword-auction ads (cost-per-click) sold
across multiple slots per query

Al Agentic Apps (ChatGPT-style)

Subscriptions and credits; ad revenue across
the category remained under $1B in 2026,
roughly 3% of total Al ad spend

Marginal cost per
query

Very low — index lookup against an
amortized, pre-built crawl

Materially higher — fresh generation
compute per request; agentic workflows can
chain 50-200 model calls per task

Ad inventory per
interaction

High — several paid links plus organic
results shown together

Low — one synthesized answer, few natural
ad placements

Advertiser tooling
maturity

Mature, transparent bidding refined over
two decades

Early — initial ChatGPT ad pilots priced
around a $60 CPM with roughly $200,000
required upfront, and campaign controls
remain limited relative to search

Consumer trust in ads

High tolerance; ads are visually separated
from organic results

Fragile — 63% of US adults say ads inside Al
answers would reduce their trust in the
output itself

Reported scale (2025—
2026)

Google processes over 95 billion searches a
week, more than 90% of global search share

ChatGPT has roughly 900 million—950 million
weekly users but on the order of 50 million
paying subscribers

Table 1. Structural comparison of search-engine and Al agentic-application revenue models.

The comparison clarifies why Al monetization is following a different path than search monetization did.

Search converted an abundant, low-marginal-cost product into a high-margin advertising business

because it could sell many small pieces of a page that cost almost nothing to serve. Al providers are

instead combining subscriptions, metered API access, and nascent advertising — a mix examined in the

next two sections.




8. Emerging Advertiser-Funded Revenue Models for Al

Several advertiser-funded models are being tested concurrently, each attempting to offset Al's higher
marginal cost without triggering the trust problems documented in Section 6.

e Sponsored placements inside answers. OpenAl now allows advertisers to share product data
feeds that the assistant can surface directly within relevant responses [%°/,

e Affiliate and commerce kickbacks. Under this model the Al's recommendation stays nominally
organic, but the provider takes a share of resulting purchases — an approach industry
commentators argue is more scalable and better aligned with user interests than display-style
advertising, though it also creates an incentive to tilt recommendations toward higher-
commission options 26! (27],

e Sponsored follow-up questions. Perplexity's model lets a brand sponsor a suggested next
question, while the Al — not the brand — generates the actual answer, preserving a degree of
editorial separation 2%,

e Agentic checkout and commerce integration. Microsoft's Copilot lets users complete a
purchase inside the conversation itself; Microsoft has reported 73% higher click-through rates
and 16% stronger conversion versus traditional search ads for these placements, with one
advertiser (Samsung) citing 143% year-over-year revenue growth through the channel 2%

e Outcome-based and hybrid enterprise pricing. For business customers, a base subscription
combined with pay-per-completed-task pricing lets a credit represent something the Al
accomplished, rather than raw compute consumed — reducing the metering confusion
documented in Section 2 while still capturing usage-based revenue 2! I°/,

OpenAl's own projections illustrate how central advertising is expected to become to consumer Al
economics: the company's ad pilot reportedly crossed $100 million in annualized revenue within six
weeks of launch, with projections of roughly $2.4-52.5 billion in advertising revenue for 2026 and
figures as high as $100 billion by 2030 cited in trade reporting *% B, Figure 3 places these projections
against Google's actual 2025 advertising revenue to show the scale of the gap still to be closed.



Al Advertising Is Still a Rounding Error Next to Search
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Source: EMARKETER (2026) Al-chatbot ad forecast; OpenAl 2030 ad-revenue projection reported by The Information/Axios; Alphabet 2025 disclosures.

Figure 3. Al chatbot advertising remains a small fraction of search advertising, even under optimistic 2030 projections.

The central risk cutting against all of these models is trust, and it is qualitatively different from the trust
risk in search. A former OpenAl researcher publicly resigned over the concern that building an
advertising engine on top of users' candid, often personal chatbot conversations could be more
manipulative than social-media advertising, precisely because people disclose medical fears, relationship
problems, and career anxieties to a chatbot in ways they never would to a search box ?®. Survey data
reinforces the concern: 63% of US adults say ads inside Al outputs would reduce their trust in the
answer itself, and 57% say such ads would reduce their trust in the advertised brand ?°!. Anthropic has
positioned an ad-free Claude explicitly against this risk, reporting several billion dollars in annualized
revenue without an advertising business, while OpenAl has moved toward ads as consumer
monetization pressure has grown 5%,

9. Passing Efficiency Gains to Consumers: The Role of Agentic Al
Optimization

The techniques described in Section 4 — quantization, distillation, semantic caching, and tiered model
routing — are already visible in falling consumer and developer prices, and they represent the most
direct lever available for reducing what ultimately reaches a subscriber's invoice.

The offsetting risk is architectural. Agentic products do not make one model call per user request; they
often chain many. A workflow that makes 50 to 200 model calls to complete a single task can turn an
already-cheap per-token price into an expensive per-task price, even as the underlying per-token rate
keeps falling **!. Whether consumer-facing prices keep falling in net terms depends on which trend
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dominates: continued per-token cost deflation, or the growing number of calls agentic systems make on
a user's behalf to complete increasingly ambitious tasks.

This tension is visible in how the two largest US Al labs have chosen to structure their businesses.
OpenAl has built a consumer-heavy revenue base funded substantially by subscriptions, alongside a
growing enterprise APl business and a nascent advertising line; Anthropic has built an enterprise- and
developer-heavy revenue base funded predominantly by metered APl consumption, with a smaller
consumer subscription business. Figure 4 shows each company's most recently reported revenue mix.

Two Different Bets: Consumer Subscriptions vs. Enterprise API
100 A

80 A

60

401

201

Share of estimated annualized revenue (%)

Anthropic

OpenAl
(~$40B ARR, Aug 2026 est.) (~$65B ARR, Jul 2026 est.)

I Consumer subscriptions I Enterprise / API B Ads & other

Source: figures are third-party estimates (Sacra, ValueAddVC, Lambda Finance, 2026); both companies report financials privately and estimates vary by source and
month.

Figure 4. Estimated revenue mix, OpenAl versus Anthropic (third-party analyst estimates, mid-to-late 2026).

Both companies' figures are unaudited, third-party estimates that have moved substantially within
single quarters during 2026 — Anthropic's estimated annualized revenue was reported at roughly $1
billion in January 2025 and roughly $65 billion by July 2026, while OpenAl's estimated annualized
revenue was reported at roughly $25 billion for much of the first half of 2026 before reportedly surging
toward $40 billion in August 2026, aided by growth in enterprise adoption and its nascent advertising
business 1331 34 321 The volatility of these estimates is itself informative: it signals a market still searching
for a stable revenue mix, in which advertising, subscriptions, APl metering, and infrastructure efficiency
gains are all being adjusted in parallel rather than settling into the single dominant model that search
reached decades ago.

10. Conclusion and Recommendations
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Credit-based Al pricing confuses users because it meters a cost structure — tokens, reasoning steps,
agentic calls — that no prior consumer software category required them to understand, compounded by
the absence of any industry standard for what a credit represents. That confusion is a genuine trust cost,
not merely an onboarding inconvenience, and it is already shaping which pricing models buyers prefer.

The affordability question is real but time-bound rather than fixed: Al's cost curve is falling faster than
most historical technology cost curves, even as near-term access and literacy gaps documented in the
education and digital-inclusion research are legitimate and measurable. Al cannot replicate Google
Search's free, advertising-funded model in its current form because its marginal cost per query is
structurally higher and its ad inventory per interaction is structurally lower — a gap that advertising
alone is unlikely to close within the next several years, even under the industry's own optimistic
projections. The most promising near-term levers for reducing costs passed to consumers are
architectural rather than commercial: quantization, distillation, semantic caching, and tiered model
routing are already visible in falling list prices, and their continued advance — set against the
countervailing growth in multi-call agentic workflows — will likely determine more of the future price of
Al than any single advertising or subscription innovation.

Recommendations

e For consumers and buyers: prefer pricing tied to recognizable units of work over raw token or
credit meters; set hard spend alerts; reserve reasoning-heavy modes for tasks that need them;
and treat generous flat-rate tiers as provisional rather than permanent.

e For vendors: standardizing what a credit represents, even informally, would reduce a
documented source of buyer distrust at comparatively low cost; outcome-based pricing appears
to command genuine buyer preference over cost-plus token metering.

e For policymakers and institutions: the subsidized-compute programs already underway in the
EU, India, and the United States are a defensible response to the access gap documented in
Section 5, and are better targeted at the transition period than any attempt to mandate a
permanent free tier.

® For researchers: the revenue-mix volatility documented in Section 9 suggests the Al industry has
not yet converged on a stable monetization model; continued tracking of the advertising-trust
trade-off in particular will be necessary as ad-funded Al scales beyond its current pilot stage.
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